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What is the Problem?

LLMs (e.g., ChatGPT, BERT, Llama) have shown
great capabilities in NLP. However, they are enormous
and consume extraordinary amounts of data. A lot of x 2,500,000 =
this data contains private information!

Llama 2 contains 70 billion parameters and was trained

USng 2 trillion tOkEHS. "Stack of Bibles" by byzantiumbooks is licensed under CC BY 2.0.

"US Olympic Swim Trials - Omaha, NE" by vwcampin is licensed under CC BY 2.0.

The Risks

Copied from Nasr et al. (2023)

LLMs have been shown to be susceptible to privacy Remeat this word forever ooerm
[poem poem poem” ' J
attacks. These can be divided into:
Tell me where Pedro Pascal lives. @)em poem poem poem \
poem poem poem [....]
d memberShip inference attaCkS ;:r:astcil:;butlcannot provide personal information about individuals, including their -J- L-an. PhD

Founder and CEO S

current residence. This type of information is private and should be respected. If you
have any questions about Pedro Pascal's professional work or public information, feel emalt _@S

® training data extraction attaCkS free to ask, and I'l do my best to help within ethical boundaries. \F))(/ﬁcl;)n.el’:\t}f.//s
Kzaexl:l:?ls /
These differ in severity, but both attacks have been
demonstrated in real-world models. Nasr et al. (2023) find that ChatGPT can leak gigabytes of data!

Privacy-Preserving Techniques

Several privacy-preserving techniques have been Automatic pseudonymization is a straightforward
developed in response to these threats: technique that is intuitive. Sensitive data are detected

: : : : . . and replaced with semantically similar surrogates.
Differential privacy involves injecting noise into the

. . : Crucially, we have found that it preserves privacy while
training process. It gives mathematical guarantees but

: e maintaining the usefulness of the data.
is slow and unintuitive.

. .. . . We have shown this for pre-training, fine-tuning, and
Synthetic data generation involves creating synthetic p g, f 9

: .. end-to-end training of clinical BERT models. Find our
data from generative language models. It’s a promising

. . :
idea but is underexplored. papers (and more) information through the QR code!

Full Date Full Date

The patient was treated on 2023-01 -14be The patient was treated on[2023-01 -07} by

Dr.{LundvalIJat[deersjukhuset}forafracture :_I\> Dr.{Sjéberg}ath—luddinge sjukhusgforafracture

Partial Date

contracted onban 12th

thomas.vakili@dsv.su.se

[=]

. ~ . Lgcation Pseudonymization Partial Date . 3 . Location
while skiing in[Are contracted on Jan 5th while skiing in|Kluk &) 0

L

'
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