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Sentiment in text



An opinion holder has an opinion about an object

● Direct opinions

I think this watch is beautiful

Sentiment and opinions
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An opinion holder has an opinion about an object

● Direct opinions

I think this watch is beautiful

● Indirect opinions

After the treatment, my knee felt worse

● Comparisons

KFC is tastier than McDonalds

Sentiment and opinions
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Opinions exist on a spectrum of polarity:

Negative                  Neutral                  Positive

Examples:

● I love to read

● This is my favourite book

● 10 AM is a good time for a lecture

● Four people were injured in the accident

Polarity
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● Subjective statements concern internal attitudes

I like this camera

● Objective statements are observable

This phone is black

● Can objective statements convey sentiment?

Subjectivity and objectivity
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● Subjective statements concern internal attitudes

I like this camera

● Objective statements are observable

This phone is black

● Can objective statements convey sentiment?

This phone has a three-day battery life

Subjectivity and objectivity
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An opinion holder has an opinion about an object

● Direct opinions

I think this watch is beautiful

● Indirect opinions

After the treatment, my knee felt worse

● Comparisons

KFC is tastier than McDonalds

Who is the opinion holder?
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?



Concerns internal feelings but is objective

After the treatment, my knee felt worse

Form is objective but the context is subjective

KFC is tastier than McDonalds

Compare this to:

KFC is more expensive than McDonalds

Subjective or objective?

10



● Gradable: X is nicer than Y

● Non-Gradable: X has face recognition, Y is waterproof

● Equative: X and Y are both very nice

● Superlative: X is the nicest on the market

● Comparative sentences use morphemes or syntax

○ more/most, -er/-est, less/least

○ than and as, indicates what we are comparing objects

Comparisons
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Opinion mining
Aggregating many opinions



● Why don’t we just retrieve opinions?

● Search engines retrieve and rank facts

○ One fact = Two facts = Three facts

○ Importance is relevance to search query

● Individual opinions are not really useful as facts

○ Opinions are more interested when aggregating them

○ In fact: even individual opinions need aggregation!

Facts vs Opinions
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A review

14

The Guardian reviewed the 

movie Wicked

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-re
view-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1
https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1


Document level
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In the end, they gave the 

movie 4/5 stars

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-re
view-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1
https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1


Paragraph level
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The summarizing final 

paragraph is mostly positive

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-re
view-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1
https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1


Paragraph level
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But the opening paragraph is 

quite critical!

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-re
view-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1
https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1


Sentence level
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This sentence clearly expresses 

positive sentiment

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-re
view-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1
https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1


Aspect level
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In this part, they praise Ariana 

Grande’s vocal range

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-re
view-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1

https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1
https://www.theguardian.com/film/2024/nov/24/wicked-the-film-review-cynthia-erivo-and-ariana-grande-jon-m-chu-part-one-1


Another example: booking hotels
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Strongly aggregated opinion
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Strongly aggregated opinion
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But not so sophisticated…
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What if we can’t collect this data?



Google reviews
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● We can use Named Entity Recognition (NER)

● Entities can be: persons, organisations, etc

● Helps us identify what is being discussed!

Who is talking about what?
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Demo link

https://huggingface.co/dslim/bert-base-NER?text=My+name+is+Thomas+and+I+live+in+Stockholm


● Parsing can link opinions to objects and aspects

Who is talking about what?
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http://stanza.run/

http://stanza.run/


● Opinionated statements have

○ Polarity: negative → positive

○ Objectivity: subjective → objective

● Opinions – unlike facts – matter most in aggregate

● Textual data can contain many opinions on many levels

● Opinion mining is when we aggregate opinions

● We can find entities using named entity recognition (NER)

● Entities can be linked by, for example, dependency parsing

Summary
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Classifying sentiment
Mining for opinions



What we want
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Food
Beer
Ambience 



Idea: process review one by one
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How?



● Mapping an input to a label

Classification

31



● Mapping an input to a label

Example: image classification

32



● Mapping an input to a label

Example: image classification
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Text classification
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What is the input?
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Vectorization
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Vectorization
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We talked about 
this for words in 
an earlier lecture



● Word2Vec creates a vector from each word

○ We can average them

● Newer transformer models (F9) build representations

○ Create representations and classify them

● In the lab: tf-idf vectorization

○ Often works well enough in practice

Many ways to vectorize sequences
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What words do we have?
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Unique words

Reviews for bars



Assigning indices
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Count vectorization
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Final step
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With idf based on the 
training data!



Now we can vectorize!
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So how do we classify?

44



● Fully connected neural network

● Linear classifiers

● In the lab you will try:

○ Decision trees (DT)

○ Support vector machines (SVM)

Countless classification techniques
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Vectorizing our data
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We know the classes
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SVM: find the boundary
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We want to maximize the margin

49There are algorithms to do this efficiently

https://web.mit.edu/6.034/wwwbob/svm-notes-long-08.pdf


The support vectors in SVM
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The support vectors are the vectors that, if 
removed, would change the separating hyperplane



New sample after training
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Negative!
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● Decision trees work similarly to flow charts

Decision trees

53xkcd: Flow Charts
 Attribution-NonCommercial 2.5 Generic

https://xkcd.com/518/
https://creativecommons.org/licenses/by-nc/2.5/


Making decisions
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Making decisions

58

0.5

0.2

3.3

1.5

0.9

The decisions at each node are learned!



● Classifiers deal with vectorized data

● Text can be vectorized in a variety of ways

○ In the lab, you’ll use a tf-idf vectorizer

○ You can also use pre-trained LLMs (more expensive)

● Classifiers map vectors to labels

○ In sentiment analysis: typically negative or positive

Summary: classification
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● Support vector machines (SVMs) learn a hyperplane

○ This hyperplane separates the classes

● The hyperplane is defined by its support vectors

● Training algorithms search for the maximum boundary

Summary: SVMs
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● Decision trees (DTs) work like flowcharts

○ They usually learn a series of binary rules

○ These rules relate to the different features

● New samples are classified using the learned rules

Summary: DTs
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Evaluating classifiers



Training an ML algorithm

63



Training an ML algorithm
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Test calculate performance



● We can be wrong in different ways

● Accuracy (percentage correct) is imprecise

● Sometimes, our data are imbalanced

● Other times, some errors are riskier

Evaluating classifiers
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● We can be wrong in different ways
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Accuracy with imbalance data
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Accuracy with imbalance data
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Accuracy with imbalance data
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Accuracy with imbalance data
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Accuracy with imbalance data
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= 13

= 176



Recall: how many do we find?
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Precision: how sure are we?
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Better reflection…

74



Weighing it all together: F-score
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F-score is the harmonic mean of recall and precision



Weighing it all together: F-score
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F1 is the most common variant 



Training an ML algorithm
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Tests only once!



K-fold cross-validation
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Train on k-1 folds and test on the remaining data



5-fold cross-validation
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Train on 4 folds à 20 % and test on the remaining 20 %



5-fold cross-validation
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Repeat by testing with the next fold and training on the rest



5-fold cross-validation

81

etc



5-fold cross-validation

82

etc etc



5-fold cross-validation
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etc etc etc



Why did we do this?
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In the end we have 5 different evaluations, which is more 

robust! We can also average together the metrics.



● Classifiers can have a variety of error types

○ Accuracy won’t always work (e.g., class imbalance)

● Common to use recall, precision, and F1

● We train and evaluate using a train and test splits

○ Sometimes, we also use validation data

● Even better: we can use k-fold cross-validation

○ More robust and statistically meaningful results

○ However: takes a lot more time to do

Summary
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