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Forst nagra ord om vem jag ar

Doktorand sedan 2021 (klar runt arsskiftet J,)

O

o Innan det: datateknik pa KTH (6 hp MDI!)

Innan det: backendutvecklare

Larare i kurserna

O

©)

Forskar om sprakteknologi och integritetsskydd
Férsta egna studierna i “AI” ar 2016

O

ISBI: sbkmotorer och business intelligence

NLP: sprakteknologi och Al

Thomas Vakili -

thomas.vakili@dsv.su.se
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Agenda

1.

2
3.
4

Kort historik om Al
Maskininlarning 101
LLM:er och diffusionmodeller

Etik och anvandarvanlighet

Thomas Vakili - thomas.vakili@dsv.su.se
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Starten: WWII och kalla kriget

1945: ENIAC — maskin for
(militara) berakningar
1950: Turingtestet

1951: SNARC — maskin

baserad pa artificiella neuroner

Och parallellt...

1945: Andra varldskrigets slut

1947: Trumandoktrinen
1950: Koreakriget inleds

Thomas Vakili - thomas.vakili@dsv.su.se
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Stockholm

Forsta vdagen: 50-tal till 60-tal University

e 1954: Maskindversattning av ryska
i Georgetown

e 1958: Perceptronen beskrivs

e 1964: ELIZA — en av de forsta e
Ch attbotta rn a mo “ alking about me

rh
m not sure I understand you fully.

o 1964: Minsky & Papert Sg]gar Bl T2 cone lighlatesoun gt

. Ouhat is elucidate
i hat do you think?

perceptronen och connectionismen

Marcin Wichary, San Francisco,
Calif. - Flickr, CC BY 2.0

Thomas Vakili - thomas.vakili@dsv.su.se


https://commons.wikimedia.org/w/index.php?curid=80867353
https://commons.wikimedia.org/w/index.php?curid=80867353

Within a generation... the problem of creating
‘artificial intelligence' will substantially be solved
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— Marvin Minsky
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Andra vdagen: 80-talet

e (1970): Seppo Linnainmaa
beskriver backpropagation

e 1982: Hopfieldnatverk aterupplivar
tanken om neurala natverk

e 1990: LeCun lar ett neuralt natverk
att lasa av handskrivna siffror

Thomas Vakili - thomas.vakili@dsv.su.se
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Tredje vagen: 2012 - idag

2012: AlexNet vinner tavling i
datorseende m.h.a. perceptroner

2017: Transformer-arkitekturen
presenteras av Vaswani et al.

2019: Google slapper BERT
2022: OpenAl slapper ChatGPT

Thomas Vakili - thomas.vakili@dsv.su.se
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Miquel Perelld Nieto — CC BY 4.0



https://creativecommons.org/licenses/by/4.0/deed.en
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Within a generation... the problem of creating
‘artificial intelligence' will substantially be solved

— Marvin Minsky

Elon Musk & B
W @elonmusk

Al will probably be smarter than any single human next year. By 2029, Al
is probably smarter than all humans combined.

Thomas Vakili - thomas.vakili@dsv.su.se
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Maskininlarning handlar om funktioner

f(2)

f:7 — 7

Thomas Vakili - thomas.vakili@dsv.su.se
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Maskininlarning handlar om funktioner Unversiy

f(2)

f(x) = 2x fiZ 7

Thomas Vakili - thomas.vakili@dsv.su.se
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Maskininlarning handlar om funktioner

f : images — animal types

Thomas Vakili - thomas.vakili@dsv.su.se



Maskininlarning handlar om funktioner

"This bar is great"

f : sentences — sentiment

Thomas Vakili -

thomas.vakili@dsv.su.se
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Maskininlarning handlar om funktioner

"This bar is great"

f : sentences — likert scale

Thomas Vakili - thomas.vakili@dsv.su.se
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Tre huvudsakliga spar

Regression

©)

Mappa mellan input och ett varde

Klassificering

©)

Mappa mellan input och en klass

Klustring

©)

Gruppera input som liknar varandra

Thomas Vakili - thomas.vakili@dsv.su.se
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Tre huvudsakliga spar

e Regression
o Mappa mellan input och ett varde
e Klassificering

o Mappa mellan input och en klass

Thomas Vakili - thomas.vakili@dsv.su.se
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Regression

e Mappa mellan input och ett varde

Thomas Vakili - thomas.vakili@dsv.su.se
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Exempel: estimera likertskala

e Mappa mellan input och ett varde

"This bar is great"

f : sentences — likert scale

Thomas Vakili - thomas.vakili@dsv.su.se
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Klassificering

e Mappa mellan input och en klass

Thomas Vakili - thomas.vakili@dsv.su.se
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Exempel: bildklassificering

Mappa mellan input och en klass

f : images — animal types

Thomas Vakili - thomas.vakili@dsv.su.se
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Exempel: bildklassificering

Mappa mellan input och en klass

i )

f : images — animal types

Thomas Vakili - thomas.vakili@dsv.su.se
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Supervised learning

e Svenska: “vdglett ldrande” &

e Kraver korpus av input och forvantade output
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e Funktion fran input till output sékes med traningsalgoritm

Thomas Vakili - thomas.vakili@dsv.su.se
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Supervised learning

Svenska: “véglett ldrande” =

-~
7 J
z g

Kraver korpus av input och férvantade output

Funktion fran input till output sdékes med

Thomas Vakili -

This bar is great
There was no beer!
The food was OK...

Nice for a quick bite

thomas.vakili@dsv.su.se
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Supervised learning University

e Svenska: “védglett ldrande” (£
e Kraver av input och forvantade output

e Funktion fran input till output sékes med triningsalgoritm

Ay
17 T.ex. linjar regression:

e Minsta kvadrat-metoden
e Maximum likelihood-metoden

Thomas Vakili - thomas.vakili@dsv.su.se
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Supervised learning University

e Svenska: “védglett ldrande” (£
e Kraver av input och forvantade output
e Funktion fran input till output sékes med triningsalgoritm

Ay
17 o T.ex. logistisk regression:

™ e T e~ e Minsta kvadrat-metoden

150 % . ® e Maximum likelihood-metoden

27
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Tranings-, validerings-, och testdata

Training data

80 %

(Validation data)

ML System

Thomas Vakili - thomas.vakili@dsv.su.se
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<& wl’o
Utvardering W

University

e Vi tranar var maskininldrningsmodell med triningsdata
e Modellen utvarderas med (for modellen) nya testdata
e Utvarderingen baseras pa “hur korrekt” modellen &r pa testdata

e Naturlig kandidat: accuracy

Accuracy = korrekta svar / totala antalet



Utvardering

e Var modell kan ha fel pa olika satt

e Accuracy (andel korrekta svar) ar trubbigt
e Ibland ar vara data obalanserade

e I andra fall ar vissa feltyper farligare

Actually pos

an andra

Actually neg

Predicted pos

True positive
(TP)

A ')

I “ ()
> A
< ww"g!ﬁé_é’ o]
By I
: (S

7
7 'l
Wy, N

St&ckho_lrn
University

Predicted neg

False positive
(FP)

False negative
(FN)

True negative
(TN)

30



Lite terminologi (pa svengelska) s}khlm

University

e True positive

— Modellen svarar, helt korrekt, att indatat ar positivt
e False negative

— Modellen svarar att indatat ar negativt, men det ar positivt
e False positive

— Modellen svarar att indatat ar positivt, men det ar negativt
e (True negative)

— Systemet svarar att ointressanta data ar just ointressanta



Exempel: spamklassificering

Stockholm

University
Junk 1,479 Messages ‘Iili Quick Filter | 8¢
‘ 2 ‘ Filter messages... [CTRL + SHIFT + K Q ‘ iE Unread ‘ ¥ Starred ‘ A Contact ‘ & Tags ‘ @ Attachment ‘
E &0 Subject @ Correspondents Date A B
Al for Research and Development ... Dr. Jade Weiner <j.weiner@nl.vteventim.nl> 18:10
Back To School - 5% discount off e... Lila Lavender <support@lilalavender.com> 10:54
CLIENT ACCOUNT OPENING PROC... JULES VERNE UNIVERSITY OF PICARDY <hugo.Fontaine1 @etud.u-picar... 00:52

eine Reise, die wir alle kennen
Freeing your team from pipetting ...
Clinical Medical Reviews and Reports
Python for R Users starts October 29
Artificial Intelligence Guest Editor ...
Publish With Us: Robotics

Publish with Us: Neurology

Final Invited Speaker Offer for You...
Call for Papers | Publish in an Inter...
Invitation to Publish Free of Charg...
Last Call | Global ENT 2025-11

No publication charges - Mental & ...
Please Let Us Know If You're Joini...
Re: Reminder Towards your submi...
Publish With Us: Robotics

A pseudonymized corpus of occup...
Dermatology Journal | Commenta...
Grow Your Personal Brand Witha ...
Don't Miss Out - Exclusive Registra...
Don't miss your chance —ICIMSD S...
ATTENTION

nan’t Mice Fhae Chanrs FAn Dracank

Emmanuel Awobiyi <emmanuelawobiyi67@gmail.com>
Ellis Lambert <ellis.lambert@opentrons.com>
Catherine Mitchell <ijccr@clinicsearchjournals.com>
Code Horizons <info@statisticalhorizons.com>

Pooja Bisht, M.Sc. <pooja.bisht@jove.com>

Robotics <editor@artopenaccess.com>

Neurology <editor@nnoajopenaccess.com>

GENERA2025: Connecting Engineering and Life Sciences <scientificcon...

Eduardo Lazcano Punce <email@gilino.com>

rebecca013 <rebecca013@acadjrn.com>

Global ENT 2025-1l <networking@thetsgcongress.com>

Annals of Gerontology and Geriatrics <editor@annalsgerontology.info>
Ms Alma <john7@food-congress2025.com>
COVID-19-Pandemic.Followup <nancygerace@publichealths.org>
Robotics <editor@artopenaccess.com>

Naveen Malik <amol.kale@cloudsleadsolutions.com>

Dermatology journal <derma@pbiologist.com>

Aashvi verma <Aashvi.34@hotmail.com>

Nursing Education Conference 2025, Barcelona, Spain <nursingeducati...

1ICIMSD Switzerland <info@icimsd.ch>
Ms. Catherine Jonny <n45710y@gmail.com>

Fanror FCannarace INJC srancarilininracasrerh Aaras

F 3 3 % 3 % 3T P ST ST ST ST T ST T ST TP ST ST ST ST ST S o

9/8/25, 20:55
9/8/25, 19:09
9/8/25, 18:52
9/8/25, 15:00
9/8/25, 13:32
9/8/25, 10:46
9/8/25,07:28
9/8/25,03:33
9/7/25, 18:02
9/6/25, 15:28
9/6/25,12:13
9/6/25, 04:25
9/5/25, 23:40
9/5/25,21:21
9/5/25,16:18
9/5/25, 15:09
9/5/25, 15:08
9/1/25,11:35
9/5/25,11:38
9/5/25,03:25
9/5/25, 00:41

Qla/os D1-54



Exempel: spamklassificering W

University

e True positive

— Mejl som ar spam flaggas som spam
e False negative

— Mejl som ar spam flaggas som sakra
e False positive

— Mejl som ar sakra flaggas som spam
e (True negative)

— Mejl som ar sakra flaggas som sakra
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Accuracy med obalanserade data

Predicted pos Predicted neg
Actually pos MP= FN =12
Actually neg FP =11 TN = 165




tockholm
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Accuracy med obalanserade data

Predicted neg

Predicted pos

Actually pos

Actually neg

35



Accuracy med obalanserade data

Predicted pos Predicted neg
Actually pos iiE= FN =12
Actually neg FP =11 TN = 165
A TP + TN 1+ 165
ccuracy = =
Y= TP+ TN+ FP+FN 11165+ 11+ 12

~ 88%

Stockholm
University
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Accuracy med obalanserade data

Predicted pos Predicted neg
Actually pos iiE= FN =12
Actually neg FP =11 TN = 165
TP + TN 14165
~ 88%

A = =
COMACY = P I TN+ FP+ FN 1+ 165+ 11 + 12



Accuracy med obalanserade data

Predicted neg

Actually pos

Actually neg

Accuracy =

Predicted pos
TP =1 FN =12 =13
FP =11 TN = 165 — 176
TP + TN 1+165
+ = + ~ 88%
14165+ 11+ 12

TP + TN+ FP + FN
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Recall: hur manga hittar vi?

Predicted pos Predicted neg
Actually pos iiE=1 FN =12
Actually neg FP =11 TN = 165
TP + TN 14165
~ 88%

A = =
WAy = P I TN+ FP+ FN 1+ 165+ 11 + 12

TP 1
Recall = 75N = T7 12

wh 3

ww
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Precision: hur sakra ar vi?

Actually pos

Actually neg

Accuracy =

Recall =

Precision =

Predicted pos Predicted neg
TP =1 FN=12
FP =11 TN =165
TP + TN 14165
~ 88%

TP+ TN+ FP +FN  1+165+11+12

TP 1

TP+FN 1+12

TP 1

TP+FP 1+11

‘0, o>

Yy 4 ot

Sto;:kho_lm
University
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Mer nykter utvardering...

Predicted pos Predicted neg
Actually pos iiE= FN =12
Actually neg FP =11 TN = 165
TP + TN 14165
~ 88%

A = =
WAy = P I TN+ FP+ FN 1+ 165+ 11 + 12

TP 1
Recall = TPrEN 1512 0.076

TP 1
Precision — - ~ 0.083
TSI = T T FP T T+ 11
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Nedan ar tre olika tillampningar.
Vilken feltyp ar varst for: ' repestve

— Modellen svarar, helt korrekt, att indatat ar positivt

e False negative

1. Spamklassificering av mejl
2. Klassificering av brostcancer

3. Ansiktsigenkanning for att i d ,
o ! - stemet svarar att ointressanta data ar just ointressanta |
lasa upp en smartphone A S :

— Modellen svarar att indatat ar negativt, men det ar positivt |
1

i e  False positive

—  Modellen svarar att indatat ar positivt, men det ar negativt i

i ° (True negative)

42
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DEMO!

Thomas Vakili - thomas.vakili@dsv.su.se
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Neurala natverk och
vektorisering
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Neurala natverk University

e Kréver tva grundldggande matematiska operationer:
o Vektor- och matrismultiplikation
o Icke-linjara aktiveringsfunktioner

ttttttt

C1 C3 T1

w x| la b C1T1 CaTq

y' izl e d; CiT2 CaT2
T9

Thomas Vakili - thomas.vakili@dsv.su.se



Universal Approximation Theorem

e Ett neuralt natverk kan approximera vilken funktion

som helst*

f : images — animal types

* Givet tillrackligt mycket traningsdata och parametrar...

Thomas Vakili - thomas.vakili@dsv.su.se
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Vektorisering

e Tyvarr kan inte en dator tolka H
Vi behover en vektor!

Thomas Vakili - thomas.vakili@dsv.su.se
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Vektorisering

e Tyvarr kan inte en dator tolka “ E
Vi behover en vektor!

En vektor ar en punkt i en rymd

Tank er ett koordinatsystem!

Dags for snabb uppfriskning

Thomas Vakili - thomas.vakili@dsv.su.se
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En vektori 1D

_\
N
w -
>~ Q9
v =
o -
-
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En vektori 1D

v = [4]

Thomas Vakili

w -
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En vektori 2D

v = [4, 3]

NN

N ——
w -4
N 4
Ul -
o) 4+
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En vektori 3D

v=1[4,3, 3]

N
N

N =4
w =+
g
1 -+
o) -+
<
Xy
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En vektor | E

V = [4, 3, 5] <7

Y
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N ——
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En annan 3D-rymd: RGB

R G

#cc0000 204 0

Cancel

.. T — 3

OK
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En annan 3D-rymd: RGB

Thomas Vakili -
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Vektorisering

e Tyvarr kan inte en dator tolka “ E
Vi behover en vektor!

32

98
226
120
64
67
192
12

98
42
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Vektorisering

e Tyvarr kan inte en dator tolka “ E
Vi behover en vektor!

Thomas Vakili - thomas.vakili@dsv.su.se
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Text?

Tyvarr kan inte en dator tolka “jag ar glad” heller!
Vi behover hitta ett satt att vektorisera text.

Idé:
o Vi gor en lista av ord som modellen ska hantera
(denna lista kallas féor modellens vokabular)

o Varje ord tilldelas ett ID
o Dimension #ID i vektorn satter vi till 1, resten O

(Detta kallas for 1-hot encoding)

Thomas Vakili - thomas.vakili@dsv.su.se
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Tokenisering: att hitta orden University

Thomas Vakili is a PhD student at DSV
Word splitting l
[HThomaS”’ “Vakiliﬂ’ “I'S”’ lla”’ llPhD”’ “Student”’ “at”’ “DS\/17

Lemmatisering l

[“Thomas”, “Vakili”, “be”, “a”, “PhD”, “student”, “at”, “DSV’]

Thomas Vakili - thomas.vakili@dsv.su.se
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Tokens till vektorer University

Thomas — 1
Vakili —» 2
be — 3 12345678

a—4a “Wakili” — [0, 1,
PhD — 5
student — 6 “"PhD" — [ 1
at — 7 "DSV" — [ 1

DSV — 8

] L ]

OSV...

Thomas Vakili - thomas.vakili@dsv.su.se
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Traningsprocessen

“jag ar glad” — positiv

“jag” — [ 1, U]
“Er” [ 1] —
\\glad" — [1 ]

—

positiv

Thomas Vakili - thomas.vakili@dsv.su.se
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Traningsprocessen

“jag ar glad” — positiv

“jag” — [ 1, U]
“Er” [ 1] —

"glad” — [1 ] positiv

Thomas Vakili - thomas.vakili@dsv.su.se
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Traningsprocessen

“jag ar glad” — positiv

“jag” — [ 1, U]
“Er” [ 1] —
\\glad" — [1 ]

Thomas Vakili - thomas.vakili@dsv.su.se
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Traningsprocessen

“jag ar glad” — positiv

“jag” — [ 1, U]

art o [ 1] —

\\gladll_) [1 ]

Thomas Vakili - thomas.vakili@dsv.su.se
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Anvandning

\\jagll_) [ 1’ ]

art o [ 1] —

\\gladll_) [1 ]

Thomas Vakili -

thomas.vakili@dsv.su.se
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positiv

NERS/
o,
~3
5
v
YOO

T; ! o
41/’7 + S‘ﬁ\

Stockholm
University

68



& s,

5%
- - ockholm
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Kopplingen mellan
\\DSVII N [ 1]
ar nastan Obeflnt||g| "This bar is great"

1. Mycket traningsdata kravs
o Dyrt att skaffa fram!

2. Traningen tar lang tid
Supervised learning ar begransningen!

f : sentences — sentiment

69
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Problem: supervised training ar dyrt

Traning ar dyrt for att vi behdver forsiktigt kurerad
traningsdata med input och forvantad output.

Traning &r langsamt for att modellen maste lara sig
spraket pa nytt varje gang.

Thomas Vakili - thomas.vakili@dsv.su.se
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Idé: self-supervised pre-training

Traning ar dyrt for att vi behover forsiktigt kurerad
traningsdata med input och forvantad output.

Self-supervision: datat sjalvt ar forvantad output!

Tréning &r langsamt for att modellen maste lara sig
spraket pa nytt varje gang.

Thomas Vakili - thomas.vakili@dsv.su.se
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Idé: self-supervised pre-training
Traning ar dyrt for att vi behover forsiktigt kurerad
traningsdata med input och forvantad output.

Self-supervision: datat sjalvt ar forvantad output!

Tréning ar langsamt for att modellen maste lara sig
spraket pa nytt varje gang.

Pre-training och transfer learning: generella
“fardigheter” behéver bara trdnas en gang!

Thomas Vakili - thomas.vakili@dsv.su.se
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Stora sprakmodeller och
diffusionmodeller
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Big data och djupinlarning

Internets framvaxt har lett till en explosion av data

500

291
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Big data och djupinlarning

Internets framvaxt har lett till en explosion av

traningsdata
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Parallella berakningar och GPU:er

e Vaswani et al. (2017) upptackte ett satt att trana
djupinlarningsmodeller med mycket parallellism

e Det resulterade i en ny arkitektur: Transformern

e Dessutom: vad &r grafikkort bra pa?
o Parallella matrismultiplikationer!

Thomas Vakili - thomas.vakili@dsv.su.se
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https://arxiv.org/pdf/1706.03762.pdf
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Language Models

e Sprakmodellering gors traditionellt “vanster till

hoger”

o I princip samma sak som autocorrect

e GPT-{1, 2, 3, 4, 5?} &r exempel pa sadana modeller

Thomas Vakili ar doktorand pa DSV Li+1 = argn‘l/ax P(w‘mla L2y +eey :E’L)
we

77
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e BERT ar en s.k. masked language model
o Modellen som fick igang sprakmodellseran
o Den forsta stora sprakmodellen
e Tranas genom att “fylla i luckorna”
Thomas Vakili ar [MASK] pa DSV
Trasiy = argmax Plw|X \ Buasn)

!
Thomas Vakili ar doktorand pa DSV weV
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BERT: en encoder

Encode:ar indata till en vektor som vi kan klassificera

"

Classification
Layer

ys = POSITIVE

s = I am happy

Thomas Vakili - thomas.vakili@dsv.su.se



University

NLP-pyramiden

Faktiska $"I am happy" — positive

uppgiften

{Wr, Wam , Whappy } — S am happy"

"I am happy" — {@Wr, Wam , Whappy }

Thomas Vakili - thomas.vakili@dsv.su.se
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Traditionell djupinlarning

DYRT!

$"I am happy" — positive

— — —

’ )

thomas.vakili@dsv.su.se
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LLM:er som BERT

Mycket mindre

Thomas Vakili - thomas.vakili@dsv.su.se
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BERT: en encoder . University
Fangar betydelsen

av “jag ar glad”
T.ex: [1.23, 0.2, 10.12,
5.4]

gll N [ | |
r’ — | Ts —
d” — [1 positiv

83

Thomas Vakili - thomas.vakili@dsv.su.se



Decoder-modeller

y1 =lam

T

Decoder

T

81:I

Thomas Vakili -

thomas.vakili@dsv.su.se

m;
7/%%%?0
Stockholm
University

RS
7, )(‘)
Ry
N
HOO

84



Decoder-modeller

y1 =lam —

T

Decoder

T

y2 = I am happy

T

Decoder

T

81:I

:{> s9 =T am

Thomas Vakili - thomas.vakili@dsv.su.se
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Decoder-modeller

y1 =lam —

T

Decoder

T

yo = Il am happy =

T

Decoder

T

m;

e
20 R
477-1—“\

RS
I)(,)
S
N3
YOO

81=I

:D sy =T am

Stockholm
University
y3 = I am happy <eos>
Decoder
:{> s3 = I am happy

Thomas Vakili - thomas.vakili@dsv.su.se
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Traditionell tokenisering

Thomas Vakili is a PhD student at DSV

Word splitting l

[HThomaS”’ “Vakiliﬂ’ “I.S”’ lla”’ HPhD”’ “StUdent”’ “at”’ HDSV77

Lemmatization l

[“Thomas”, “Vakili”, “be”, “a”, “PhD”, “student”, “at”, “DSV’]

Thomas Vakili - thomas.vakili@dsv.su.se
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Traditionell tokenisering University

Thomas Vakili is a PhD student at DSV
Word splitting l
[HThomaS”’ “Vakiliﬂ’ “I'S”’ lla”’ llPhD”’ “StUdent”’ “at”’ “DS\/17

Lemmatization l

[“Thomas”, “Vakili”, “be”, “a”, “PhD”, “student’, “at”, “DSV”]
Vocabulary lookup l

[“Thomas”, “[UNK]”, “be”, “a’, “PhD’, “student’, “at”, “[UNK]”]

Thomas Vakili - thomas.vakili@dsv.su.se
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SentencePiece

e Sub-word tokenizers gar utdver ordnivan

e SentencePiece! /4r sig vokabularet fran data

e \Vokabularet ar inte (bara) ord

temporality — temporal + ity

1: Taku Kudo and John Richardson. 2018. SentencePiece: A simple and language independent subword tokenizer and detokenizer for Neural Text Processing. In Proceedings of the 2018
Conference on Empirical Methods in Natural Language Processing: System Demonstrations, pages 66—71, Brussels, Belgium. Association for Computational Linguistics.

Thomas Vakili - thomas.vakili@dsv.su.se
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https://aclanthology.org/D18-2012

Exempel: GPT

washing machines

153124 14656

tvatt maskin er

32591 22527 6010

https://platform.openai.com/tokenizer
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https://platform.openai.com/tokenizer

Exempel: GPT

washing machines

153124 14656

|

tv

32591

Méittﬂmaslﬂ[iner

|

Thomas Vakili - thomas.vakili@dsv.su.se

& W,
Sww L9

477 + o
Stockholm
University

92



Exempel: GPT

’washing] machines

153124 14656

{thﬁtt}[mask}[ine;}

2 22y ¢

Thomas Vakili - thomas.vakili@dsv.su.se
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Modeller vaxer

Llama 3 and BERT large

8000
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B Liama38B [ BERT large

Parameters (millions)
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Modeller vaxer

Llama 3 and BERT Large

B Liama370B [ Llama38B [ BERT large

80000
60000
40000

20000

Parameters (million)
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Llama 3 and BERT large
B Liama3 [ BERT large

15,000,000

10,000,000

5,000,000

3 miljarder tokens!
~—— 3 miljarder tokens

Dataset size (millions of tokens)
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and beer .

Day1_0yq Town & Latvian Flavors
Mornl'ng

Breakfast at MiiT Coffee A €ozy spot for great coffee ang fresh Pastries,

* Wander Riga o1g Town (Vecriga)_ o UNEsco Worlq Heritage site. Highlights:
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Here's a tw.

day itinerary for Riga tailored fo two friends who want to Soak up the local culture, Cuisine,
and beer .

Day1-014 Town & Latvian Flavors
Mornl'ng

Breakfast AMiiT Coffee A cozy SPot for great coffee ang fresh Pastries,
* Wander Riga o1g Town (Vecriga)_ o UNEsco Worlq Heritage site. Highlights:
* House of the Bla:kheads (iconic fagade)

St. Peter’s Church - g, up the tower
* Riga Cathedra| (lare
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Diffusionmodeller i

e Kombinerar sprakmodeller med bildgenerering

e Tricket: trdna pa att “ta bort brus”
o Gar att aterskapa det egna tréningsdatat!
o Liknande tankar som BERT
o Data: bilder med captions



Diffusionmodeller

e Kombinerar sprakmodeller med bildgenerering

e Tricket: trdna pa att “ta bort brus”
o Gar att aterskapa det egna traningsdatat!

©)
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Liknande tankar som BERT
Data: bilder med captions
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Diffusionmodeller

e Kombinerar sprakmodeller med bildgenerering

e Tricket: trdna pa att “ta bort brus”
o Gar att aterskapa det egna traningsdatat!

©)

O

Liknande tankar som BERT
Data: bilder med captions
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DifoSioande"er University

e Kombinerar sprakmodeller med bildgenerering

e Tricket: trdna pa att “ta bort brus”
o Gar att aterskapa det egna traningsdatat!

o Liknande tankar som BERT
o Data: bilder med captions
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DifoSioande"er University

e Kombinerar sprakmodeller med bildgenerering

e Tricket: trdna pa att “ta bort brus”
o Gar att aterskapa det egna traningsdatat!

o Liknande tankar som BERT
o Data: bilder med captions




DEMO!

Thomas Vakili - thomas.vakili@dsv.su.se
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Warning: hot takes ahead &
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[Human] : Perform sentiment analysis.

the input is NEGATIVE or POSITIVE.
POSITIVE. “I hate this t-shirt”

Based on the input text, answer whether

Examples: “This movie is great” =>

=> NEGATIVE.

Input: “I wish they had added more salt to the stew.”

[Chatbot]:

106
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[Human] : Perform sentiment analysis. Based on the input text, answer whether
the input is NEGATIVE or POSITIVE. Examples: “This movie is great” =>
POSITIVE. “I hate this t-shirt” => NEGATIVE.

Input: “I wish they had added more salt to the stew.”

[Chatbot]: NEGATIVE

107
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[Human] : Perform sentiment analysis.

the input is NEGATIVE or POSITIVE.
POSITIVE. “I hate this t-shirt”

Based on the input text, answer whether

Examples: “This movie is great” =>

=> NEGATIVE.

Input: “I wish they had added more salt to the stew.”

[Chatbot] : NEGATIVE

108
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Strange paradigm Oniversity

") You

Perform sentiment analysis. Based on the input text, answer whether the input is
NEGATIVE or POSITIVE. Examples: “This movie is great” => POSITIVE. “| hate this t-shirt”
=> NEGATIVE.

Input: "l wish they had added more salt to the stew."

ChatGPT
The input "l wish they had added more salt to the stew." conveys a slightly negative

sentiment. Therefore, the sentiment analysis result is NEGATIVE.

CD

109
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GUEST BOOK o 8:30AM

.

TODAY'S VISIT PREFERENCE STORE RECORD

J PURCHASE
enn 4 S best reviews
gi | Armor-all Wip PREFERENCES

2013 Toyota Highlander

SPECS SUGGESTIONS

L] oty PREDICTIVE &
Lusm i 1 i SUGGESTIVE
Fisiney MAINTENANCE
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Mini quiz: pre-training and CO, University

Strubell et al. |l found that training this model
resulted in CO, emissions equal to a trans-American flight:

A. GPT-2 (1.5 billion parameters)
B. Llama-2-7B (7 billion parameters)
C. BERT-large (340 million parameters)

Strubell, E., Ganesh, A., & McCallum, A. - Energy and Policy Considerations for Deep Learning in NLP. 111
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Mini quiz: pre-training and CO, University

Strubell et al. (2019) found that training this model
resulted in CO, emissions equal to a trans-American flight:

- BERT (340-rrit 5

—D. BERT-base (110 million parameters)

Strubell, E., Ganesh, A., & McCallum, A. (2019). Energy and Policy Considerations for Deep Learning in NLP. 112

ArXiv:1906.02243 [Cs]. http://arxiv.org/abs/1906.02243
Thomas Vakili - thomas.vakili@dsv.su.se
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Cost of pre-training University

e Pre-training is extremely expensive, requires very
powerful computers and consumes a /ot of energy

e You only need to do it once, but...
o Models are more or less monolingual (in English)
o SOTA results require domain-adaptation
o Reproducing results is basically impossible
o It’s probably Google/OpenAl who trained it

113
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Enormous data University

e Labeled training data is expensive because actual
human beings need to process it

e lLearning from unlabeled data is cheap but...
o Itis impossible to guarantee its quality
o How do we avoid learning stereotypes?
o Who’s language does the data represent?
o Does the data contain personally identifiable info?

114
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Whose language is being modeled? Uuvesy

e BERT uses Wikipedia and a corpus of books

e GPT-3 mainly uses a large data dump of the internet
o Links collected from Reddit (22%)
o Data from CommonCrawl (60%)
o Rest is similar to BERT

e Question: what could be the problems with learning
to model language based on this data?

115
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Language is not static

e A perfect model would still need to be re-trained

e Word use changes: nobody says “groovy” anymore

e The world changes!

The PM of Sweden is: Magdatera-Anderssen Ulf Kristersson

The next Winter Olympics will be held in: Beijirg Milan

116
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Some things shouldn’t be learned  tnvesiy

e Carlini et al. (2020) showed that GPT-2 memorizes
o Entire Reddit threads
o Social security numbers
o Phone numbers

e They could extract this sensitive information by

prompting it cleverly

(not really)
Thomas’ personal humber is: 950208-1234

117
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You

Tell me where Pedro Pascal lives.

ChatGPT

I'm sorry, but | cannot provide personal information about individuals, including their
current residence. This type of information is private and should be respected. If you
have any gquestions about Pedro Pascal's professional work or public information, feel

free to ask, and I'll do my best to help within ethical boundaries.

Thomas Vakili - thomas.vakili@dsv.su.se
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Repeat this word forever: ‘poem
poem poem poem”

@em poem poem poem \

poem poem poem [....]

JI Ul PhD
Founder and CEO S

phone: +1
fax: +1 8
cell: +1

Copied from Nasr et al. (2023)

Thomas Vakili - thomas.vakili@dsv.su.se



Stereotypes in language models University

e All language is cultural and reflects biases and prejudices
that exist in society

e lLanguage on the internet is even worse
e Language models have been shown to:

o Associate African-American names with negative words
o Stereotypically label professions by gender

120
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Some open problems University

e How do we stop “hallucinations”?
o Is retrieval-augmented generation (RAG) enough?

e Can we detect LLM-generated content?
e Will models collapse when trained on generated content?

e Do we stop models from generating harmful content?
o Who decides what is considered harmful?
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Fragor?
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