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Text classification



Text classification

What is text classification?

• Text classification is used to assign a class to a document
• Typically implemented using supervised machine learning

To create a classifier, we want to find a function
𝑓(𝑥) ∶ 𝑋 → 𝑌

where𝑋 is the domain of inputs and 𝑌 the classes that can be assigned to them.
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Text classification

Example: ICD-10 coding

• 𝑥 ∈ 𝑋 is any electronic health record
• 𝑌 is the set of ICD-10 code blocks (multiclass classification)
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Text classification

Example: spamclassification

• 𝑥 ∈ 𝑋 is any email
• 𝑌 is either spam or not spam (binary classification)
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Text classification

Example: (binary) sentiment classification

• 𝑥 ∈ 𝑋 is any review
• 𝑌 is either positive or negative (binary classification)
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Text classification

Example: (binary) sentiment classification

In NLP,𝑋 is the infinite set of all possible sentences. 𝑌 is finite and will depend on
the task and domain.

|𝑌| = ∣{positive, negative}∣ = 2
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Text classification

Example: (binary) sentiment classification

In NLP,𝑋 is the infinite set of all possible sentences. 𝑌 is finite and will depend on
the task and domain.

|𝑌| = ∣{positive, negative}∣ = 2

|𝑋| = ∣{”This bar is great”, ”I’m missing Gränges”, ...}∣ = ∞
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Building classifiers

Classification revisited

Remember

Sentiment analysis is a document classification task! We want 𝑓 ∶ 𝑋 → 𝑌 that maps
from inputs 𝑥 ∈ 𝑋 to labels 𝑦 ∈ 𝑌
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Building classifiers

Classification revisited

Remember

Sentiment analysis is a document classification task! We want 𝑓 ∶ 𝑋 → 𝑌 that maps
from inputs 𝑥 ∈ 𝑋 to labels 𝑦 ∈ 𝑌

𝑓 ∶ images→ animal types
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Building classifiers

Text classification
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Building classifiers

Text classification

𝑓 ∶ 𝑟𝑒𝑣𝑖𝑒𝑤𝑠 → 𝑠𝑒𝑛𝑡𝑖𝑚𝑒𝑛𝑡𝑠
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Building classifiers

Vectorization

We need a good way to transform our input text to a vector
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Building classifiers

Vectorizing sequences

Word2Vec

We can compute the average of a sentence’s word vectors (lecture 4)

Transformermodels

Modern LLMs can build contextual representations (also lecture 4)

Count vectorization

Sometimes, we can keep it simple!
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Building classifiers

Bag-of-words (BoW)models

• Bag-of-words (BoW) models are
simple but often effective classifiers

• Consider all words in a document,
ignoring order (BoW assumption)

• Pre-processing can be applied
(stemming, stop word removal, etc)

• Words can be represented by count,
weights, as binary features, etc
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Building classifiers

Assigning indices

ThomasVakili SU 14/43



Building classifiers

Sohowdowe classify?
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Building classifiers

Text classificationwithNaïve Bayes

Naïve Bayes is a probabilistic classifier: 𝑦̂ = argmax𝑦∈𝑌 𝑃(𝑦 ∣ 𝑥)

Select the class 𝑦 ∈ 𝑌with the highest posterior probability given a document 𝑥
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Select the class 𝑦 ∈ 𝑌with the highest posterior probability given a document 𝑥
We can find 𝑃(𝑦 ∣ 𝑥) using Bayes’ rule:

𝑃(𝑦 ∣ 𝑥) =
𝑃(𝑥 ∣ 𝑦) ⋅ 𝑃(𝑦)

𝑃(𝑑)

𝑃(𝑥 ∣ 𝑦) is the likelihood of a document given a class
𝑃(𝑦) is the prior class probability

𝑃(𝑥) is the probability of a document
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Building classifiers

The easy part: 𝑃(𝑦)

We don’t even need to process the text to get 𝑃(𝑦):

𝑁𝑑𝑜𝑐 is the number of training documents
𝑁𝑦 is the number of documents belonging to class 𝑦 in the training data

That’s all we need:

𝑃𝑦 =
𝑁𝑦
𝑁𝑑𝑜𝑐
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Building classifiers

Estimating𝑃(𝑥 ∣ 𝑦)

How do we estimate 𝑃(𝑥 ∣ 𝑦)? We need to process the data

• Conditional probability of a single word: 𝑃(𝑤𝑖 ∣ 𝑦) =
𝑐𝑜𝑢𝑛𝑡(𝑤𝑖,𝑐)

∑𝑤∈𝑉 𝑐𝑜𝑢𝑛𝑡(𝑤,𝑐)

• We can merge all documents by class and count word frequencies

ThomasVakili SU 18/43



Building classifiers

What about full documents?

BoWsimplification

We ignore word order:
𝑃(this book was really amazing) = 𝑃(really this book amazing was) = ...

Naïve simplification

Assume all words are independent, i.e.
𝑃(this amazing book ∣ 𝑃𝑂𝑆) = 𝑃(this ∣ 𝑃𝑂𝑆) ⋅ 𝑃(amazing|𝑃𝑂𝑆) ⋅ 𝑃(book ∣ 𝑃𝑂𝑆)
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Building classifiers

Last piece of the puzzle: 𝑃(𝑥)

What is the probability of the document?
𝑃(𝑥) = 𝑃(𝑥 ∣ 𝑦) + 𝑃(𝑥 ∣ ¬𝑦)

• 𝑃(𝑥) does not depend on the class 𝑦

• We are not interested in actually finding 𝑃(𝑦 ∣ 𝑥) but finding the argmax

𝑦̂ = argmax
𝑦∈𝑌

𝑃(𝑦 ∣ 𝑥) = argmax
𝑦∈𝑌

𝑃(𝑥 ∣ 𝑦) ⋅ 𝑃(𝑦)
𝑃(𝑥)

= argmax
𝑦∈𝑌

𝑃(𝑥 ∣ 𝑦) ⋅ 𝑃(𝑦)
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Building classifiers

Unseenwords

Remember howwe calculate𝑃(𝑥 ∣ 𝑦)

𝑃(this amazing book ∣ 𝑃𝑂𝑆) = 𝑃(this ∣ 𝑃𝑂𝑆) ⋅ 𝑃(amazing|𝑃𝑂𝑆) ⋅ 𝑃(book ∣ 𝑃𝑂𝑆)

But what about 𝑃(this unseen book ∣ 𝑃𝑂𝑆)?
𝑐𝑜𝑢𝑛𝑡(unseen ∣ 𝑃𝑂𝑆) = 0 ⟹ 𝑃(this unseen book ∣ 𝑃𝑂𝑆) = 0

Laplace smoothing

Simple solution: add 1 to all word counts

ThomasVakili SU 21/43



Building classifiers

Laplace smoothing

With Laplace smoothing, we get:

𝑃(𝑤𝑖 ∣ 𝑦) =
𝑐𝑜𝑢𝑛𝑡(𝑤𝑖, 𝑐) + 1

∑𝑤∈𝑉 (𝑐𝑜𝑢𝑛𝑡(𝑤, 𝑐) + 1)
=

𝑐𝑜𝑢𝑛𝑡(𝑤𝑖, 𝑐) + 1
∑𝑤∈𝑉 𝑐𝑜𝑢𝑛𝑡(𝑤, 𝑐) + |𝑉|

This way, no word will have zero probability!
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Building classifiers

Final optimization

Perform calculations in log-space to make sure we don’t run into underflow due to
tiny numbers. Instead of:

𝑃(𝑤1, 𝑤2, ..., 𝑤𝑚 ∣ 𝑦) =
𝑚

∏
𝑖=1
𝑃(𝑤𝑖 ∣ 𝑦)

we can look at:
log𝑃(𝑤1, 𝑤2, ..., 𝑤𝑚 ∣ 𝑦) =

𝑚

∑
𝑖=1

log𝑃(𝑤𝑖 ∣ 𝑦)

(because we are looking for the argmax)
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Evaluating classifiers 101

Warning: repetition ahead

You’ve probably (?) taken an introductory
machine-learning course.

If so, this will be a bit of (healthy?) repetition.
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Evaluating classifiers 101

Train-test(-val) split
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Evaluating classifiers 101

Different types of errors
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Evaluating classifiers 101

The fourmetrics

The four most important metrics in NLP:

• Accuracy = TP + FP
TP + FP + TN + FN

• Precision = TP
TP + FP

• Recall = TP
TP + FN

• F𝛽 = (1+𝛽2)⋅
Precision ⋅ Recall

𝛽2 ⋅ Precision + Recall
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The fourmetrics

The four most important metrics in NLP:

• Accuracy = TP + FP
TP + FP + TN + FN

• Precision = TP
TP + FP

• Recall = TP
TP + FN

• F1 = 2 ⋅
Precision ⋅ Recall
Precision + Recall
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Evaluating classifiers 101

Tricked by accuracy?

Predicted + Predicted -

Actual + TP = 2 FN = 8
Actual - FP = 18 TN = 972

Accuracy = 2 + 972
1000

= 97.4%
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Tricked by accuracy?

Predicted + Predicted -

Actual + TP = 2 FN = 8
Actual - FP = 18 TN = 972

Accuracy = 2 + 972
1000

= 97.4%

Precision = 2
2 + 18

= 10% Recall = 2
2 + 8

= 20%
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Evaluating classifiers 101

Tricked by accuracy?

Predicted + Predicted -

Actual + TP = 2 FN = 8
Actual - FP = 18 TN = 972

Accuracy = 2 + 972
1000

= 97.4%

F1 = 2 ⋅
Precision ⋅ Recall
Precision + Recall

= 2 ⋅ 0.1 ⋅ 0.2
0.1 + 0.2

= 0.1333
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Evaluating classifiers 101

DEMO!
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LLMs for classification

What about LLMs?

• In the last two lectures, we introduced LLMs such as BERT
• BERT is more powerful, but Naïve Bayes is much faster (and does quite well)
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LLMs for classification

LLMclassification

For some tasks, simpler models just won’t do. We need more powerful models that
can capture context and semantics: LLMs.

• Encodermodels create contextual embedding vectors that can be classified

• Decodermodels classify by continuing a token sequence (i.e., autocomplete)
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LLMs for classification

Encodermodels

• Encoders classify vector representations of documents
• These vectors are called embeddings
• Classic methods like Naïve Bayes also rely on vector representations
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LLMs for classification

Encodermodels

• Encoders classify vector representations of documents
• These vectors are called embeddings
• Classic methods like Naïve Bayes also rely on vector representations but
encoder models produce vector representations using neural networks
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LLMs for classification

Training an LLM– in practice

• LLMs are implemented as deep neural networks
• Today, we’ll introduce the how to implement an already-existing classifier
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LLMs for classification

DEMO!
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LLMs for classification

Classifyingwith generative LLMs

• Generative LLMs have become really popular
• Natural language generation (NLG) used to be very niche
• Increasingly, classification is treated as an NLG task
• But next-token prediction is itself a classification task
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LLMs for classification

Next-tokenprediction

Generative LLMs functionally the same as autocorrect systems. We want to find a
token 𝑡𝑖+1 ∈ 𝑉 such that:

𝑡𝑖+1 = argmax
𝑣∈𝑉

𝑃 (𝑣 ∣ 𝑡𝑖, 𝑡𝑖−1, … )

This is a classification task, predicting the next token based on the previous tokens.
𝑓 ∶ sequence of tokens→ token
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Next-tokenprediction

Generative LLMs functionally the same as autocorrect systems. We want to find a
token 𝑡𝑖+1 ∈ 𝑉 such that:

𝑡𝑖+1 = argmax
𝑣∈𝑉

𝑃 (𝑣 ∣ 𝑡𝑖, 𝑡𝑖−1, … ) ∗

This is a classification task, predicting the next token based on the previous tokens.
𝑓 ∶ sequence of tokens→ token

∗ In practice, we sample from the distribution rather than taking the argmax

ThomasVakili SU 38/43



LLMs for classification

Generativemodels for classification

Using next-token prediction to perform classification is a bit circular, but it has
some benefits:

• The largest LLMs are (currently) generative
• You (usually) don’t need to spend computational power for fine-tuning
• Consequently, you also don’t need any training data

• Although, you might want some for few-shot prompting
• And also for evaluation (!)
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LLMs for classification

Problem
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LLMs for classification

Solution?

We don’t need to sample from all 𝑣 ∈ 𝑉. We can restrict the sampling to only
consider tokens that relate to our task.

Instead of 𝑣 ∈ 𝑉we can sample from 𝑣 ∈ {negative, positive}. This idea is called
structured prediction.
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LLMs for classification

Example: vLLM
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